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Lecture Plan
– Embodied AI 
–  Introduce more advanced RL — Proximal Policy Optimization (PPO)
– Application: Robotics 
    – PointGoal Navigation: Combine CNNs, RNNs (LSTMs), and RL together 
  

Slide credit: Erik Wijmans
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State-of-the-Art Visual Recognition

Slide credit: Abhishek Das 3



He et al., 2016a, b 
He et al., 2017 
Lin et al., 2017

State-of-the-Art Visual Recognition

Slide credit: Abhishek Das 4



Vinyals et al., 2015 
Karpathy and Johnson., 2016 

Das et al., 2017a, b
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Image Credit: You et al., 2016

State-of-the-Art Visual Recognition

Slide credit: Abhishek Das 6



Applications

Slide credit: Abhishek Das 7



Applications

Image Credit: Lockheed Martin; DARPA Robotics ChallengeSlide credit: Abhishek Das 8



Applications
Physical agent

Image Credit: Lockheed Martin; DARPA Robotics ChallengeSlide credit: Abhishek Das 9



Applications
Physical agent 
capable of taking 
actions in the world

Image Credit: Lockheed Martin; DARPA Robotics ChallengeSlide credit: Abhishek Das 10



Image Credit: Lockheed Martin; DARPA Robotics Challenge

Applications
Physical agent 
capable of taking 
actions in the world
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Applications
Is there smoke in any room 

around you?

Yes, in one room

Go there and look for people

…

Physical agent 
capable of taking 
actions in the world 
and talking to humans 
in natural language

Image Credit: Lockheed Martin; DARPA Robotics ChallengeSlide credit: Abhishek Das 12
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Is there smoke in any room 
around you?

Yes, in one room

Go there and look for people

…

Applications

Image Credit: Lockheed Martin; DARPA Robotics ChallengeSlide credit: Abhishek Das 14



Challenges

Image Credit: Image-Net 
Image Credit: Lockheed Martin; DARPA Robotics ChallengeSlide credit: Abhishek Das 15



Challenges

Image Credit: Image-Net, Video Credit: Lee et al., 2012

Egocentric vision

No access to well-composed, curated images 

Slide credit: Abhishek Das 16



Challenges

Video Credit: Lee et al., 2012

Egocentric vision 

Slide credit: Abhishek Das 17



Challenges

Video Credit: Lee et al., 2012

Egocentric vision 
Active perception

Action

Observation

Agent controls incoming data distribution 

Slide credit: Abhishek Das 18



Challenges

Image Credit: Image-Net

Egocentric vision 
Active perception 
Sparse rewards

Slide credit: Abhishek Das 19



Challenges

Image Credit: Image-Net

Egocentric vision 
Active perception 
Sparse rewards
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Challenges

Image Credit: Image-Net

+
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Egocentric vision 
Active perception 
Sparse rewards

Slide credit: Abhishek Das 21



Challenges
Egocentric vision 
Active perception 
Sparse rewards 
Language understanding

Slide credit: Abhishek Das 22



Internet AI    !  Embodied AI

Image Credit: Image-Net 
Image Credit: Lockheed Martin; DARPA Robotics ChallengeSlide credit: Abhishek Das
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Standardizing the Embodied AI “software stack”

Slide credit: Erik Wijmans
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EmbodiedQA 
(Das et al., 2018)

Tasks
Interactive QA 

(Gordon et al., 2018)
Vision-Language Navigation 

(Anderson et al., 2018)
Language grounding 

(Hill et al., 2017)
Visual Navigation 

(Zhu et al., 2017, Gupta et al., 2017)

Standardizing the Embodied AI “software stack”

Slide credit: Erik Wijmans
26



EmbodiedQA 
(Das et al., 2018)

Standardizing the Embodied AI “software stack”

Slide credit: Erik Wijmans
27



Vision-Language Navigation 
(Anderson et al., 2018)

Standardizing the Embodied AI “software stack”

Slide credit: Erik Wijmans
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Datasets

Matterport3D (Chang et al., 2017) 2D-3D-S (Armeni et al., 2017)Replica (Straub et al., 2019)

Standardizing the Embodied AI “software stack”

Slide credit: Erik Wijmans
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Simulators
AI2-THOR 

(Kolve et al., 2017)
MINOS 

(Savva et al., 2017)
Gibson 

(Zamir et al., 2018)
CHALET 

(Yan et al., 2018)
House3D 

(Wu et al., 2017)

Datasets

Matterport3D (Chang et al., 2017) 2D-3D-S (Armeni et al., 2017)Replica (Straub et al., 2019)

Standardizing the Embodied AI “software stack”

Slide credit: Erik Wijmans
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Simulators
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Standardizing the Embodied AI “software stack”

Habitat-Sim

Generic Dataset 
Support

Habitat-API

Habitat Platform

Slide credit: Erik Wijmans
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Habitat-Sim

33



Habitat-Sim Demo



Bring Your Own Scan: Virtualizing Reality
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Habitat-API
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PointGoal Navigation
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PointGoal Navigation

Slide credit: Erik Wijmans 38



PointGoal Navigation

Slide credit: Erik Wijmans 39



PointGoal Navigation

Slide credit: Erik Wijmans 40



PointGoal Navigation

Goal

Slide credit: Erik Wijmans 41



PointGoal Navigation

Slide credit: Erik Wijmans 42



Agent and Model Design

Slide credit: Erik Wijmans 43



Agent and Model Design

Slide credit: Erik Wijmans 44



Agent and Model Design

Slide credit: Erik Wijmans 45



Agent and Model Design
• 0.6m tall cylinder with 0.17m radius

Slide credit: Erik Wijmans 46



Agent and Model Design
• 0.6m tall cylinder with 0.2m radius 

• Actions:  

• <stop>: Indicates the agent  
              believes it has completed the task 

• <forward>: Moves 0.25m forward 

• <left>, <right>: Turn 30 degrees

Slide credit: Erik Wijmans 47



Agent and Model Design

Slide credit: Erik Wijmans 48
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Agent and Model Design

• How do we train this agent?

Slide credit: Erik Wijmans 56



Agent and Model Design

• How do we train this agent? 

• Both actions (they are discrete) and the 
simulation are non-differential-able

Slide credit: Erik Wijmans 57



Agent and Model Design

• How do we train this agent? 

• Both actions (they are discrete) and the 
simulation are non-differential-able 

• Use reinforcement learning!

Slide credit: Erik Wijmans 58



Outline
• Proximal Policy Optimization (PPO) 

• Application:  PointGoal Navigation 

• Sim2Real Transfer  

• Robot2Robot Transfer
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Proximal Policy Optimization (PPO)

Slide credit: Erik Wijmans 61



Proximal Policy Optimization (PPO)

Slide credit: Erik Wijmans 62



Proximal Policy Optimization (PPO)

Slide credit: Erik Wijmans 63



Given a policy: 

Proximal Policy Optimization (PPO)

<latexit sha1_base64="MNyLJ0iEjL6De720taE7+Lp+Axg=">AAACI3icbVDLSgMxFM3Ud31VXboJFqFuyowIiiAU3bhUsCp0hiGTuW1DMw+TO2IZ5l/c+CtuXCjFjQv/xUzbha8DIYdzziW5J0il0GjbH1ZlZnZufmFxqbq8srq2XtvYvNZJpji0eSITdRswDVLE0EaBEm5TBSwKJNwEg7PSv7kHpUUSX+EwBS9ivVh0BWdoJL92fNdgPlI3EiHVPu7RE+qmws9d7AOy8oYHzBMZFkVBf0b9Wt1u2mPQv8SZkjqZ4sKvjdww4VkEMXLJtO44dopezhQKLqGoupmGlPEB60HH0JhFoL18vGNBd40S0m6izImRjtXvEzmLtB5GgUlGDPv6t1eK/3mdDLtHXi7iNEOI+eShbiYpJrQsjIZCAUc5NIRxJcxfKe8zxTiaWqumBOf3yn/J9X7TsZvO5UG9dTqtY5Fskx3SIA45JC1yTi5Im3DySJ7JK3mznqwXa2S9T6IVazqzRX7A+vwCEC2j7A==</latexit>

Slide credit: Erik Wijmans 64



Given a policy: 

Proximal Policy Optimization (PPO)

Objective— maximize probability ratio:

<latexit sha1_base64="MNyLJ0iEjL6De720taE7+Lp+Axg=">AAACI3icbVDLSgMxFM3Ud31VXboJFqFuyowIiiAU3bhUsCp0hiGTuW1DMw+TO2IZ5l/c+CtuXCjFjQv/xUzbha8DIYdzziW5J0il0GjbH1ZlZnZufmFxqbq8srq2XtvYvNZJpji0eSITdRswDVLE0EaBEm5TBSwKJNwEg7PSv7kHpUUSX+EwBS9ivVh0BWdoJL92fNdgPlI3EiHVPu7RE+qmws9d7AOy8oYHzBMZFkVBf0b9Wt1u2mPQv8SZkjqZ4sKvjdww4VkEMXLJtO44dopezhQKLqGoupmGlPEB60HH0JhFoL18vGNBd40S0m6izImRjtXvEzmLtB5GgUlGDPv6t1eK/3mdDLtHXi7iNEOI+eShbiYpJrQsjIZCAUc5NIRxJcxfKe8zxTiaWqumBOf3yn/J9X7TsZvO5UG9dTqtY5Fskx3SIA45JC1yTi5Im3DySJ7JK3mznqwXa2S9T6IVazqzRX7A+vwCEC2j7A==</latexit>

Slide credit: Erik Wijmans

<latexit sha1_base64="MNyLJ0iEjL6De720taE7+Lp+Axg=">AAACI3icbVDLSgMxFM3Ud31VXboJFqFuyowIiiAU3bhUsCp0hiGTuW1DMw+TO2IZ5l/c+CtuXCjFjQv/xUzbha8DIYdzziW5J0il0GjbH1ZlZnZufmFxqbq8srq2XtvYvNZJpji0eSITdRswDVLE0EaBEm5TBSwKJNwEg7PSv7kHpUUSX+EwBS9ivVh0BWdoJL92fNdgPlI3EiHVPu7RE+qmws9d7AOy8oYHzBMZFkVBf0b9Wt1u2mPQv8SZkjqZ4sKvjdww4VkEMXLJtO44dopezhQKLqGoupmGlPEB60HH0JhFoL18vGNBd40S0m6izImRjtXvEzmLtB5GgUlGDPv6t1eK/3mdDLtHXi7iNEOI+eShbiYpJrQsjIZCAUc5NIRxJcxfKe8zxTiaWqumBOf3yn/J9X7TsZvO5UG9dTqtY5Fskx3SIA45JC1yTi5Im3DySJ7JK3mznqwXa2S9T6IVazqzRX7A+vwCEC2j7A==</latexit>

<latexit sha1_base64="twLRSR1S0ZOn3JfPmQdbvpQgdYY=">AAACJ3icbZDLSsNAFIYnXmu9RV26GSxCuymJCLpRim5cVrAXaEKYTCbt0MnFmROhhL6NG1/FjaAiuvRNnLZZaOsPAz/fOYcz5/dTwRVY1pextLyyurZe2ihvbm3v7Jp7+22VZJKyFk1EIrs+UUzwmLWAg2DdVDIS+YJ1/OH1pN55YFLxJL6DUcrciPRjHnJKQCPPvJQeVB0YMCA1fIGdUBKaOyn3ZqxKPMBOxAOsPKiN8/s54JkVq25NhReNXZgKKtT0zFcnSGgWsRioIEr1bCsFNycSOBVsXHYyxVJCh6TPetrGJGLKzad3jvGxJgEOE6lfDHhKf0/kJFJqFPm6MyIwUPO1Cfyv1ssgPHdzHqcZsJjOFoWZwJDgSWg44JJRECNtCJVc/xXTAdFRgY62rEOw509eNO2Tum3V7dvTSuOqiKOEDtERqiIbnaEGukFN1EIUPaJn9IbejSfjxfgwPmetS0Yxc4D+yPj+Ab5bpT0=</latexit>

ratiot(θ) =
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Given a policy: 

Proximal Policy Optimization (PPO)

Objective— maximize probability ratio:
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<latexit sha1_base64="twLRSR1S0ZOn3JfPmQdbvpQgdYY=">AAACJ3icbZDLSsNAFIYnXmu9RV26GSxCuymJCLpRim5cVrAXaEKYTCbt0MnFmROhhL6NG1/FjaAiuvRNnLZZaOsPAz/fOYcz5/dTwRVY1pextLyyurZe2ihvbm3v7Jp7+22VZJKyFk1EIrs+UUzwmLWAg2DdVDIS+YJ1/OH1pN55YFLxJL6DUcrciPRjHnJKQCPPvJQeVB0YMCA1fIGdUBKaOyn3ZqxKPMBOxAOsPKiN8/s54JkVq25NhReNXZgKKtT0zFcnSGgWsRioIEr1bCsFNycSOBVsXHYyxVJCh6TPetrGJGLKzad3jvGxJgEOE6lfDHhKf0/kJFJqFPm6MyIwUPO1Cfyv1ssgPHdzHqcZsJjOFoWZwJDgSWg44JJRECNtCJVc/xXTAdFRgY62rEOw509eNO2Tum3V7dvTSuOqiKOEDtERqiIbnaEGukFN1EIUPaJn9IbejSfjxfgwPmetS0Yxc4D+yPj+Ab5bpT0=</latexit>

ratiot(θ) =

Advantage:

66

Aπθold
(st, at) = Qπθold

(s, a) − Vπθold
(s)



Given a policy: 

Proximal Policy Optimization (PPO)

Objective— maximize probability ratio:

<latexit sha1_base64="MNyLJ0iEjL6De720taE7+Lp+Axg=">AAACI3icbVDLSgMxFM3Ud31VXboJFqFuyowIiiAU3bhUsCp0hiGTuW1DMw+TO2IZ5l/c+CtuXCjFjQv/xUzbha8DIYdzziW5J0il0GjbH1ZlZnZufmFxqbq8srq2XtvYvNZJpji0eSITdRswDVLE0EaBEm5TBSwKJNwEg7PSv7kHpUUSX+EwBS9ivVh0BWdoJL92fNdgPlI3EiHVPu7RE+qmws9d7AOy8oYHzBMZFkVBf0b9Wt1u2mPQv8SZkjqZ4sKvjdww4VkEMXLJtO44dopezhQKLqGoupmGlPEB60HH0JhFoL18vGNBd40S0m6izImRjtXvEzmLtB5GgUlGDPv6t1eK/3mdDLtHXi7iNEOI+eShbiYpJrQsjIZCAUc5NIRxJcxfKe8zxTiaWqumBOf3yn/J9X7TsZvO5UG9dTqtY5Fskx3SIA45JC1yTi5Im3DySJ7JK3mznqwXa2S9T6IVazqzRX7A+vwCEC2j7A==</latexit>

Slide credit: Erik Wijmans

<latexit sha1_base64="MNyLJ0iEjL6De720taE7+Lp+Axg=">AAACI3icbVDLSgMxFM3Ud31VXboJFqFuyowIiiAU3bhUsCp0hiGTuW1DMw+TO2IZ5l/c+CtuXCjFjQv/xUzbha8DIYdzziW5J0il0GjbH1ZlZnZufmFxqbq8srq2XtvYvNZJpji0eSITdRswDVLE0EaBEm5TBSwKJNwEg7PSv7kHpUUSX+EwBS9ivVh0BWdoJL92fNdgPlI3EiHVPu7RE+qmws9d7AOy8oYHzBMZFkVBf0b9Wt1u2mPQv8SZkjqZ4sKvjdww4VkEMXLJtO44dopezhQKLqGoupmGlPEB60HH0JhFoL18vGNBd40S0m6izImRjtXvEzmLtB5GgUlGDPv6t1eK/3mdDLtHXi7iNEOI+eShbiYpJrQsjIZCAUc5NIRxJcxfKe8zxTiaWqumBOf3yn/J9X7TsZvO5UG9dTqtY5Fskx3SIA45JC1yTi5Im3DySJ7JK3mznqwXa2S9T6IVazqzRX7A+vwCEC2j7A==</latexit>

<latexit sha1_base64="twLRSR1S0ZOn3JfPmQdbvpQgdYY=">AAACJ3icbZDLSsNAFIYnXmu9RV26GSxCuymJCLpRim5cVrAXaEKYTCbt0MnFmROhhL6NG1/FjaAiuvRNnLZZaOsPAz/fOYcz5/dTwRVY1pextLyyurZe2ihvbm3v7Jp7+22VZJKyFk1EIrs+UUzwmLWAg2DdVDIS+YJ1/OH1pN55YFLxJL6DUcrciPRjHnJKQCPPvJQeVB0YMCA1fIGdUBKaOyn3ZqxKPMBOxAOsPKiN8/s54JkVq25NhReNXZgKKtT0zFcnSGgWsRioIEr1bCsFNycSOBVsXHYyxVJCh6TPetrGJGLKzad3jvGxJgEOE6lfDHhKf0/kJFJqFPm6MyIwUPO1Cfyv1ssgPHdzHqcZsJjOFoWZwJDgSWg44JJRECNtCJVc/xXTAdFRgY62rEOw509eNO2Tum3V7dvTSuOqiKOEDtERqiIbnaEGukFN1EIUPaJn9IbejSfjxfgwPmetS0Yxc4D+yPj+Ab5bpT0=</latexit>

ratiot(θ) =

Aπθold
(st, at)

Aπθold
(st, at)

Aπθold
(st, at)

Advantage: Aπθold
(st, at) = Qπθold

(s, a) − Vπθold
(s)
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Proximal Policy Optimization (PPO)

Slide credit: Erik Wijmans

Aπθold
(st, at)

Aπθold
(st, at)

Aπθold
(st, at)
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Proximal Policy Optimization (PPO)

<latexit sha1_base64="a75IYbuuwf6T/xNrGACEcFVl6gI=">AAAB+nicbVDLSsNAFL3xWesr1aWbwSK4KokIuiy6ETdGsA9oY5lMJ+3QySTMTJQS8yluXCji1i9x5984abvQ1gMDh3Pu5Z45QcKZ0o7zbS0tr6yurZc2yptb2zu7dmWvqeJUEtogMY9lO8CKciZoQzPNaTuRFEcBp61gdFn4rQcqFYvFnR4n1I/wQLCQEayN1LMr3QjrIcE8u87vM8+7yXt21ak5E6BF4s5IFWbwevZXtx+TNKJCE46V6rhOov0MS80Ip3m5myqaYDLCA9oxVOCIKj+bRM/RkVH6KIyleUKjifp7I8ORUuMoMJNFUDXvFeJ/XifV4bmfMZGkmgoyPRSmHOkYFT2gPpOUaD42BBPJTFZEhlhiok1bZVOCO//lRdI8qblOzb09rdYvZnWU4AAO4RhcOIM6XIEHDSDwCM/wCm/Wk/VivVsf09Ela7azD39gff4AZSyUEg==</latexit>

<latexit sha1_base64="a75IYbuuwf6T/xNrGACEcFVl6gI=">AAAB+nicbVDLSsNAFL3xWesr1aWbwSK4KokIuiy6ETdGsA9oY5lMJ+3QySTMTJQS8yluXCji1i9x5984abvQ1gMDh3Pu5Z45QcKZ0o7zbS0tr6yurZc2yptb2zu7dmWvqeJUEtogMY9lO8CKciZoQzPNaTuRFEcBp61gdFn4rQcqFYvFnR4n1I/wQLCQEayN1LMr3QjrIcE8u87vM8+7yXt21ak5E6BF4s5IFWbwevZXtx+TNKJCE46V6rhOov0MS80Ip3m5myqaYDLCA9oxVOCIKj+bRM/RkVH6KIyleUKjifp7I8ORUuMoMJNFUDXvFeJ/XifV4bmfMZGkmgoyPRSmHOkYFT2gPpOUaD42BBPJTFZEhlhiok1bZVOCO//lRdI8qblOzb09rdYvZnWU4AAO4RhcOIM6XIEHDSDwCM/wCm/Wk/VivVsf09Ela7azD39gff4AZSyUEg==</latexit>

<latexit sha1_base64="XU6mzGKxL8N+ddKuvm07YfKiYqg=">AAAB+HicbVBNS8NAEN3Ur1o/GvXoZbEIFaQkIujBQ9WLxwr2A9oQNttNu3SzCbsToYb+Ei8eFPHqT/Hmv3Hb5qCtDwYe780wMy9IBNfgON9WYWV1bX2juFna2t7ZLdt7+y0dp4qyJo1FrDoB0UxwyZrAQbBOohiJAsHaweh26rcfmdI8lg8wTpgXkYHkIacEjOTb5euq9uEUEx9O8BV2fLvi1JwZ8DJxc1JBORq+/dXrxzSNmAQqiNZd10nAy4gCTgWblHqpZgmhIzJgXUMliZj2stnhE3xslD4OY2VKAp6pvycyEmk9jgLTGREY6kVvKv7ndVMIL72MyyQFJul8UZgKDDGepoD7XDEKYmwIoYqbWzEdEkUomKxKJgR38eVl0jqruU7NvT+v1G/yOIroEB2hKnLRBaqjO9RATURRip7RK3qznqwX6936mLcWrHzmAP2B9fkD4qiRRQ==</latexit>

Slide credit: Erik Wijmans

Aπθold
(st, at)

Aπθold
(st, at)

Aπθold
(st, at)
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Aπθold
(st, at) > 0
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expected 
return



Proximal Policy Optimization (PPO)

<latexit sha1_base64="a75IYbuuwf6T/xNrGACEcFVl6gI=">AAAB+nicbVDLSsNAFL3xWesr1aWbwSK4KokIuiy6ETdGsA9oY5lMJ+3QySTMTJQS8yluXCji1i9x5984abvQ1gMDh3Pu5Z45QcKZ0o7zbS0tr6yurZc2yptb2zu7dmWvqeJUEtogMY9lO8CKciZoQzPNaTuRFEcBp61gdFn4rQcqFYvFnR4n1I/wQLCQEayN1LMr3QjrIcE8u87vM8+7yXt21ak5E6BF4s5IFWbwevZXtx+TNKJCE46V6rhOov0MS80Ip3m5myqaYDLCA9oxVOCIKj+bRM/RkVH6KIyleUKjifp7I8ORUuMoMJNFUDXvFeJ/XifV4bmfMZGkmgoyPRSmHOkYFT2gPpOUaD42BBPJTFZEhlhiok1bZVOCO//lRdI8qblOzb09rdYvZnWU4AAO4RhcOIM6XIEHDSDwCM/wCm/Wk/VivVsf09Ela7azD39gff4AZSyUEg==</latexit>

<latexit sha1_base64="a75IYbuuwf6T/xNrGACEcFVl6gI=">AAAB+nicbVDLSsNAFL3xWesr1aWbwSK4KokIuiy6ETdGsA9oY5lMJ+3QySTMTJQS8yluXCji1i9x5984abvQ1gMDh3Pu5Z45QcKZ0o7zbS0tr6yurZc2yptb2zu7dmWvqeJUEtogMY9lO8CKciZoQzPNaTuRFEcBp61gdFn4rQcqFYvFnR4n1I/wQLCQEayN1LMr3QjrIcE8u87vM8+7yXt21ak5E6BF4s5IFWbwevZXtx+TNKJCE46V6rhOov0MS80Ip3m5myqaYDLCA9oxVOCIKj+bRM/RkVH6KIyleUKjifp7I8ORUuMoMJNFUDXvFeJ/XifV4bmfMZGkmgoyPRSmHOkYFT2gPpOUaD42BBPJTFZEhlhiok1bZVOCO//lRdI8qblOzb09rdYvZnWU4AAO4RhcOIM6XIEHDSDwCM/wCm/Wk/VivVsf09Ela7azD39gff4AZSyUEg==</latexit>

Slide credit: Erik Wijmans

Aπθold
(st, at) > 0

Aπθold
(st, at)

Aπθold
(st, at)

Aπθold
(st, at)

Aπθold
(st, at) < 0
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• Advantage 

• Able to perform multiple optimization steps per rollout 

• epsilon=0.2 “just works” in a lot of cases 

• Easily handles networks with hundreds of millions of parameters

Proximal Policy Optimization (PPO)

Slide credit: Erik Wijmans 71



• Advantage 

• Able to perform multiple optimization steps per rollout 

• epsilon=0.2 “just works” in a lot of cases 

• Easily handles networks with hundreds of millions of parameters 

• Disadvantage 

• Other methods are more sample efficient

Proximal Policy Optimization (PPO)

Slide credit: Erik Wijmans 72



PPO Implementation
1. Collect a set of trajectories using current policy 

2. For a few epochs (typically 2 or 4) 

1. Sample mini batches from rollout (typically 2 or 4) 

1. Update the policy via step of PPO/TRPO objective 

3. Repeat

Slide credit: Erik Wijmans 73



Outline
• Proximal Policy Optimization (PPO) 

• Soft Actor Critic (SAC) 

• Application: PointGoal Navigation   

• Sim2Real Transfer  

• Robot2Robot Transfer

74



Sim2Real Transfer

Simulation Reality
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Outline
• Proximal Policy Optimization (PPO) 

• Soft Actor Critic (SAC) 

• Application: PointGoal Navigation   

• Sim2Real Transfer  

• Robot2Robot Transfer

77



Dynamics Aware Navigation
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Dynamics Aware Navigation

DaisyA1 AlienGo
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How to generalize to new robots?

DaisyLaikago

80



Sphere baseline (no dynamics)
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Sphere baseline (no dynamics)

82

• Idealized agent: sphere 
• Given direct access to points along the shortest path to the goal



Sphere baseline (no dynamics)
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Zero shot transfer: Daisy —> AlienGo
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Zero shot transfer: Daisy —> AlienGo

85

• Trained policy on Daisy robot, deploy on AlienGo



Zero shot transfer: Daisy —> AlienGo
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Dynamics aware navigation
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Dynamics aware navigation
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Hierarchical Reinforcement Learning

High level policy
High level policy:  

linear, angular velocity

Low-level controller Low-level controller Low-level controller

89



Our approach

CNN CNN CNN

A1 AlienGo Daisy

90
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Our approach

CNN CNN CNN

A1 AlienGo Daisy

zA1 zAG zD

Encoder EncoderEncoder
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Our approach

CNN CNN CNN

A1 AlienGo Daisy

AlienGo 
Replay Buffer

Policy

aA1 aAG aD

zA1 zAG zD

ℒA1 + ℒAG + ℒD

Up
da

te
 p

ol
ic

y 
& 

z

Encoder EncoderEncoder

Daisy 
Replay Buffer

A1 
Replay Buffer
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A1 (Train robot) in novel environment

93



A1 (Train robot) in novel environment
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AlienGo (Train robot) in novel environment
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AlienGo (Train robot) in novel environment
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Daisy (Train robot) in novel environment
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Daisy (Train robot) in novel environment
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Laikago (new robot) in novel environment
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Laikago (new robot) in novel environment
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Daisy-4Legged (new robot) in novel environment
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Daisy-4Legged (new robot) in novel environment
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Thank you!  

Questions?
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