CS 4644-DL / 7643-A: LECTURE 9
DANFEI XU

Topics:
e Convolutional Neural Networks Architectures (cont.)
* Training Neural Networks (Part 1)



Administrative

* PS2/HW?2 out: Difficult assignment. Start early!
* In-class quiz on Wednesday (Sep 30).

* Closed book/phone/laptop ...

 Sample quiz released on Piazza



CNN Architectures

Case Studies
- AlexNet
- VGG
- GoogLeNet
-  ResNet

Also....
-  SENet
- Wide ResNet
- ResNeXT

DenseNet
MobileNets
NASNet
EfficientNet



ImageNet Large Scale Visual Recognition Challenge (ILSVRC) winners
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ImageNet Large Scale Visual Recognition Challenge (ILSVRC) winners
“Revolution of Depth”
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Case Study: ResNet

[He et al., 2015]

What happens when we continue stacking deeper layers on a “plain” convolutional

neural network?

56-layer

Test error

[terations

Training error

\\\%ayer

[terations

56-layer model performs worse on both test and training error
-> The deeper model performs worse, but it's not caused by overfitting!



Case Study: ResNet

[He et al., 2015]

A deeper model can emulate a shallower model: copy
layers from shallower model, set extra layers to identity

I
X
~

Thus deeper models should do at least as good as shallow

models T
H(x)

Deeper models are harder to optimize. They don’t learn

identity functions (no-op) to emulate shallow models Trelu Trelu

Solution: Change the network so learning identity i i

functions (no-op) as extra layers is easy X X



Case Study: ResNet

[He et al., 2015]
Solution: Change the network so learning identity functions as extra layers is easy

H(x) = F(x) + T | |dentity mapping:
X)=F(X)*+X relu T =
oo T2 R+ x H(x) = x if F(x) = 0

Use layers to

X fit residual
Trelu F(x) Trelu identity  F(x) = H(x) - x
1
X

instead of
H(x) directly

“Plain” layers Residual block



The Vanishing Gradient Problem

b m H(x)

: g H() .
Dowpstream oL a[—[(x) U oL
Gradient aH(x) Ox aH(X)

Upstream
Gradient
H(X) = WTx+ b If W is small, o.Iownstrea'm gradient is §mall.
6H( ) Each small W in the chain makes gradient
X — wT progressively smaller ->

ox Vanishing Gadient during backpropagation



Case Study: ResNet

H(x) oL

dL OJ0F(x)

Tl 9H (x)
Trelu
f
X
“Plain” layers
dL B dL O0H(x)
dx O0H(x) /Qx
Potentially

problematic

0H(x) 0x

OH (x oF (x
T relu ( ) = ( ) +1
dx dx
H(x) = F(x) + x
F(x) Trelu oL
d0H (x)
X
dL B dL OJ0H(x)
dx O0H(x) ox

dL 9F(x) oL  Direct

= + gradient
0H(x) O0x 0H (x) sathway

10



Case Study: ResNet

[He et al., 2015]

Full ResNet architecture:

Stack residual blocks
Every residual block has
two 3x3 conv layers
Periodically, double # of
filters and downsample
spatially using stride 2
(/2 in each dimension)
Reduce the activation
volume by half.
Additional conv layer at
the beginning (stem)
No FC layers at the end
(only FC 1000 to output
classes)

T relu

F(x) + x

F(x) Trelu

X
Residual block

X
identity

000 Je—— No FC layers

[ Poo ] besides FC
O
1000 to
output
0 classes
3x3 conv, 512
3 Global
3x3 conv, 512 average
[ 3x3conv.612.72 1 i
3x3 con 912,12 poollng |ayer
after last
A conv layer




Case Study: ResNet

[He et al., 2015]

Total depths of 18, 34, 50,
101, or 152 layers for
ImageNet

X
3.con
3X: 3conv 512

12



Case Study: ResNet

[He et al., 2015]

28x28x256
output

For deeper networks (ResNet-
50+), use “bottleneck” layer to
improve efficiency (similar to
GoogLeNet)

28x28x256
input



ImageNet Large Scale Visual Recognition Challenge (ILSVRC) winners

Network ensembling
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ImageNet Large Scale Visual Recognition Challenge (ILSVRC) winners

Completion of the challenge:
Annual ImageNet competition no longer
held after 2017 -> now moved to Kaggle.

15



But research into CNN architectures is still flourishing



Improving ResNets...

ldentity Mappings in Deep Residual Networks

[He et al. 2016]

- Improved ResNet block design from
creators of ResNet

- Creates a more direct path for
propagating information throughout
network

- Gives better performance




Improving ResNets...

Wide Residual Networks

[Zagoruyko et al. 2016]

- Argues that residuals are the
important factor, not depth

- Use wider residual blocks (F x k filters
instead of F filters in each layer)

- 50-layer wide ResNet outperforms
152-layer original ResNet

- Increasing width instead of depth
more computationally efficient
(parallelizable)

Basic residual block

Wide residual block



Other ideas...

Densely Connected Convolutional Networks (DenseNet)——

|
[Huang et al. 2017] 4 | FC |
I Pool I
|

- Dense blocks where each layer is
connected to every other layer
through concatenation

- Different way to address vanishing
gradient (concat vs. residual) .

- Multi-layer feature aggregation

- Showed that shallow 50-layer
network can outperform deeper
152 layer ResNet

| Dense Block 3

I Pool I

| Dense Block 2 |

I Pool I

| Dense Block 1 |

| Input |

Dense Block



Learning to search for network architectures...

Neural Architecture Search with Reinforcement Learning (NAS)
[ZOph et al. 2016] sample architecture A

with probability p

[ ¥

“Controller” network that learns to design a good

network architecture (output a string [ The controller (RAN) ‘ e |
. . A to get accuracy R
corresponding to network design)
- lterate: I J
1) Sample an architecture from search space Gamgute grackent of b anc
2) Train the architecture to get a “reward” R the contreller
corresponding to accuracy  [Wmver] [Fier | [er | [Stwae | [Strice pumur} Fiter
Y lof Filters '.: Height :'. Width '.: Height "._ Width Filters -.1. Height

3) Compute gradient of sample probability, and
scale by R to perform controller parameter
update (i.e. increase likelihood of good
architecture being sampled, decrease (I [ | L L (i (L D (N (Vi (M .
likelihood of bad architecture) T e i




Amount of compute required to reach “AlexNet performance”

=]
GoogleMet

.
MobileNet_vl

L]
ShuffleMet_vl_1x .
ShuffleMat v2 1x

L]
EfficientNet-b0

https://openai.com/blog/ai-and-efficiency/
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TOP 1 ACCURACY
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Transformer
(later this sem.)
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NoisyStudent (Efﬁ;.=ienj:"Net—B7)
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|
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M
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e

2013
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Other models -o- State-of-the-art models

https://paperswithcode.com/sota/image-classification-on-imagenet
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What we have learned so far ...

Deep Neural Networks:

* What they are (composite parametric, non-linear functions)

* Where they come from (biological inspiration, brief history of ANN)

* How they are optimized, in principle (analytical gradient via
computational graphs, backpropagation)

* What they look like in practice (Deep ConvNets)



Next few lectures:

Training Deep Neural Networks
* Details of the non-linear activation functions
* Data normalization

*  Weight Initialization

e Batch Normalization

* Regularization

* Advanced Optimization

e Data Augmentation

* Transfer learning

* Hyperparameter Tuning

* Model Ensemble



This lecture:

Training Deep Neural Networks

* Details of the non-linear activation functions
* Data normalization

*  Weight Initialization

* Batch Normalization



Activation Functions

L0 Wy

*@® synapse
axon from a neuron
Wy

cell body f (Z Wiz + b)
el Z w;T; + b f i >
: output axon
activation
function

Wy

26



Activation Functlons

S|gmo|d Leaky RelLU )
1 max(0.1x, x)

J(x) - 14eF

tanh Maxout

tanh(z) o max(wi T + by, w3 T + by)

RelLU / ELU J

T x>0
maX(O; m) ] i {&(Ew B 1) <0 - - .

27



Activation Functions o(z)=1/(1+e77)

- Squashes numbers to range [0,1]

- Historically popular since they
have nice interpretation as a
saturating “firing rate” of a neuron

o(x) 1

[an]

-10 10

Sigmoid



Activation Functions o(z)=1/(1+e77)

- Squashes numbers to range [0,1]

- Historically popular since they
have nice interpretation as a
saturating “firing rate” of a neuron

o(x) 1

Problems:

[an]

-10 10
1. Saturated neurons “kill” the
Sigmoid gradients

29



X
OL 0o OL
dxr Oz Oo

Oo

sigmoid
gate

o(z)=1/(1+ e %)

oL
do

30

O_(x) 1.0 - ———————
0.8 -
0.6 -

1 " "
=10

do(x)
ox

=0o(x) (1 -0o(x))




X
OL 0o OL
dxr Oz Oo

oo

oz

sigmoid
gate

oL

do

What happens to — when x =—107

31

o(x) 1”/

L
—10

Y = o(x) (1-0())




/160
ox

X
OL 0o OL
dxr Oz Oo

sigmoid
gate

oL
do

What happens to — when x =—107

o(x) =~0

290~ G(x) (1 - 0(x)) =0(1 —0) = 0

ag(x)"”

0.8

1 "
=10

990 — 65(x) (1 - 0(x))




X

OL 0o OL

| |Oo

dxr Oz Oo

sigmoid
gate

olz)=1/(1+ E_’i)

oL
do

What happens when x = -107?
What happens when x = 10?

33

O'(X) 1.0 e
G /

0.5 /

1 "
=10

do(x)
ox

=0(x) (1 —o(x))




X

OL 0o OL

dxr Oz Oo

| |Oo

sigmoid
gate

olz)=1/(1+ E_’i)

oL
do

What happens when x = -107?
What happens when x = 10?

ox) =~1

do(x)
ox

=ox)(1-0(x))=11-1) =0

o(x) ”]g

08

06

1 "
=10

do(x)
ox

=0(x) (1 —o(x))




R Oo| sigmoid _
8L 0o 100 oL
oz oz 0x oo
What h
What h

gradient

35

do(x)

7 = 0(x) (1 —o))

| Non-zero but small (~0.269):
still problematic, causes vanishing




O_(x) 1D/
X || Oc| sigmoid o(z) =1/(1+ E_T) os

< 9 gate < ! E.
8L 0 OL|\ oL
0z Oz Oo Oo

-10 -5 5

00(x) _ _
Why is this a problem? o = 0@ (1 —-0ox))

If all the gradients flowing back is small, the

weights will change slowly / never change
(aka “Vanishing Gradient”)

oL 0L do(x)
dx do(x) 0x

36




Activation Functions o(z)=1/(1+e77)

- Squashes numbers to range [0,1]

- Historically popular since they
have nice interpretation as a
saturating “firing rate” of a neuron

Problems:

[an]

-10 10
1. Saturated neurons “kill” the
Sigmoid gradients
2. exp() is a bit compute expensive
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Activation Functions

- Squashes numbers to range [-1,1]
- zero centered (nice)
- still kills gradients when saturated :(

[LeCun et al., 1991]
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Activation Functions Computes f(x) = max(0,x)

- Does not saturate (in +region)

- Very computationally efficient

- Converges much faster than
sigmoid/tanh in practice (e.g. 6x)

10,

-10 10

RelLU
(Rectified Linear Unit)

39



Activation Functions

10,

-10

RelLU

(Rectified Linear Unit)

10

Computes f(x) = max(0,x)

Does not saturate (in +region)
Very computationally efficient
Converges much faster than
sigmoid/tanh in practice (e.g. 6x)

An annoyance:

hint: what is the gradient when x < 0?

40



Activation Functions

10

-10

RelLU

(Rectified Linear Unit)

10

Computes f(x) = max(0,x)

Does not saturate (in +region)
Very computationally efficient
Converges much faster than
sigmoid/tanh in practice (e.g. 6x)

An annoyance:

hint: what is the gradient when x < 0?
Always 0 -> no update in weights ->
stays 0, A.K.A. “dead ReLU"

41



Activation Functions P\H/I:Sest Zfa'zo??-,f ’

- Does not saturate

- Computationally efficient

- Converges much faster than
sigmoid/tanh in practice! (e.g. 6x)

- will not “die”.

10

- -1 10

Leaky RelLU
f(z) = max(0.01z;2)

42



Activation Functions P\H/I:Sest Zfalzo?gf 7

- Does not saturate

- Computationally efficient

- Converges much faster than
sigmoid/tanh in practice! (e.g. 6x)

- will not “die”.

10

10

-1

Parametric Rectifier (PReLU)
Leaky RelLU f(a:) e maX(a.’L’, :E)
flz) = max(001z, ) Vs

backprop into \alpha
(parameter)

43



Activation Functions [Clevert et al., 2015]

Exponential Linear Units (ELU)

- All benefits of ReLU

- Negative saturation encodes
presence of features (all goes to
— a), not magnitude

10

N o - Similar in backprop (ae* when
” x is negative)
N w0 Compared with Leaky RelLU:
flz) = {ﬂ lexpife) = 1), i smooth gradient at 0 (no kink),

better optimization landscape
(Alpha default = 1)

44



Activation Functions [Klambauer et al. ICLR 2017]

Scaled Exponential Linear Units (SELU)

- Scaled versionof ELU that
works better for deep networks
- “Self-normalizing” property:
under certain condition, the
-io 0 output of a feedforward network
stays around zero-mean and

{,\g; ifzr>0 unit variance

Aa(e® — 1) otherwise

10
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Activation Functions [Klambauer et al. ICLR 2017]

Scaled Exponential Linear Units (SELU)

- Scaled versionof ELU that
works better for deep networks

- “Self-normalizing” property:
under certain condition, the

10

=0 0 output of a feedforward network
' stays around zero-mean and
f() Az ifr >0 unit variance
T) =
Aa(e® —1) otherwise
6732632423543772848170429916717 (Klambauer et al, Self-Normalizing Neural Networks,

=1.
= 1.0507009873554804934193349852946 ICLR 2017)

46



TLDR: In practice:

- Many possible choices beyond what we've talked here, but ...
- Use RelLU. Be careful with your learning rates
- Try out
- To squeeze out some marginal gains
- Don’t use sigmoid or tanh



Data Preprocessing



Data Preprocessing

original data zero-centered data normalized data

0 10 10

'y
5 S s
0 - 0 - 0 / I

L. <

- -5 -5

v

X -= np.mean(X, axis = 0) X /= np.std(X, axis = 0)

(Assume X [NxD] is data matrix, each example in a row)

49



Data Preprocessing: example in linear classifier

Before normalization: classification loss After normalization: less sensitive to small
very sensitive to changes in weight matrix; changes in weights; easier to optimize
hard to optimize




Many different reasons why we might want to
normalize the input!

Another example: Input magnitude affects gradient magnitude

x f(x)
Downstream 0L 6f(x) oL Upstream
Gradient Gradient
af (x) Ox w of daf (x)
aw
f(x) = Whx+b of



Many different reasons why we might want to

normalize the input!

Another example: Input magnitude affects gradient magnitude

X

Downstream 0L af (X)

Gradient
df (x) OJx

f(x) = Whx+b

f(x)
dL Upstream
Gradient
wor ()
ow
af Magnitude of input x directly
—— = x ﬂ!

affects the gradients to weights pYo”

ow



Data Preprocessing

Gaussian normalization is very commonly used

0

original data

zero-centered data

X -= np.mean(X, axis

normalized data

53



Data Preprocessing

In practice, you could also PCA and Whitening of the data

original data decorrelated data whitened data

(data has diagonal (covariance matrix is the
covariance matrix) identity matrix)

54



Examples: images

e.g. consider CIFAR-10 example with [32,32,3] images

- Default: Normalize to [0, 1] float (from uint8)

- Subtract the per-pixel mean
(mean image = [32,32,3] array)

- Subtract per-channel mean
(mean along each channel = 3 numbers,)
- Subtract per-channel mean and

Divide by per-channel std

(mean along each channel = 3 numbers)



Examples: other domains

Natural language processing: Normalize word
embeddings like Word2Vec or GloVe vectors so that
they have a unit norm

Graph Neural Networks (GNN): the feature vector of a
node might be scaled by the inverse of its degree or the
square root of its degree.

Audio data: Spectral normalize waveforms to ensure
that the frequency components are on a similar scale.
Reinforcement learning: reward can be normalized to
stabilize learning.
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Data Preprocessing

original data zero-centered data normalized data

10

-10 -10
19 -10 3 0 s 19 -10 -5 0 5 10

>
]

np.mean(X, axis = 0) X /= np.std(X, axis = 0)

What about intermediate features inside the NN after
the input?

57



1 : |off dS dy, 2015
Batch Normalization [loffe and Szegedy, 2015]

“you want zero-mean unit-variance activations? just make them so.”

consider a batch of activations x at some layer. To
make each dimension zero-mean unit-variance, apply:

\/Var L this is a vanilla
differentiable function...




Batch Normalization

“you want zero-mean unit-variance activations? just make them so.”
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Batch Normalization * _.._, . [loffe and Szegedy, 2015

Input: ©: N x D

A 4 4

N
;= l Z% . Per-batch mean,
Y — ") shape is D
N
1
2 2 Per-batch var
o‘ . f— — a’: N ' — N 1)
J N 2;( ) shape is D
1=
R x+ P .
Lig — = Hy Normalized x,
gj2+g Shape is N x D

(Prevent div by 0 err)



[loffe and Szegedy, 2015]

Batch Normalization x -».-ne

Input: z : N x D i = — Zﬁfij Per-batch mean,
’ shape is D

1=1

N
1
2 § : 2 .
0; = ﬁ (mw _ Hj) Per-batch var,
i=1

A 4 4

shape is D

Lij — Hj .
2 Hy Normalized x,

Tij =
/o2 4+ ¢  ShapeisNxD
vVYYy J

Problem: What if zero-mean, unit
D variance is too hard of a constraint?
E.g., inserting a BN before sigmoid will
constrain it to (mostly) linear regime |

-10 10

1




Batch Normalization * _.._, . [loffe and Szegedy, 2015

N
: : 1
Input: z: N x D Hi =~ E x;; Perbatch mean,
=1

shape is D

A 4 4

1 N
2 _ E : 2 Per-batch var
o' . _— — a’: . ' — . y
Jo N 4 1( ) shape is D
1=

. Lij — Hj .
Tij = g~ H Normalized x,

/o2 4+ ¢  ShapeisNxD
vVYYy J

Problem: What if zero-mean, unit
D variance is too hard of a constraint?
E.g., inserting a BN before sigmoid will
constrain it to (mostly) linear regime
Can we learn the normalization parameters?’

1



Batch Normalization x —[BNJ- , ~ llofle and Szegedy, 2019

N
Input: z : N x D jj = 1 wa Per-batch mean,
Learnable scale and N & ™ shapeisD
shift parameters: | N
v, B: R 05 = N Z(%‘,j — pj)? Sﬁ;;)beaitgh[)"ar’
We want to give the i=1
model a chance to i — My

adjust batchnorm if the Li,j = Normalized x,

2 .
default is not optimal. \/ 05 T€ Shape is N x D

Learningy = gand f8 A ~ Output
= u will recover the Yij = Vjig + é Shape is N x D
original input batch!

-2

Initializey =1, =0



What does it look like?

s a
°
L]
- °
L o =
.
. ' ol
L
.- °® :oﬁa.n
&
. Q%GGBQG@?090
o
o ® @gwa%ﬁéa
® o @
o &,
® oo
0
o




Estimates depend on minibatch;

BatCh NOrmallzathn TeSt'Tlme can’t do this at test-time!

Input: z : N x D — x;; Perbatch mean,
Learnable scale and 1 shape is D
shift parameters:

v, B: RP

N
1
2 Per-batch var
— -:I: T . ]
N Zl( ) shape is D
1=

Normalized x,

/JJZ__}_E Shape isNx D

Output,
Shape isNx D



Estimates depend on minibatch;

BatCh NOrmallzathn TeSt'Tlme can’t do this at test-time!

Input: z : N x D — x; ; Per-batch mean,
Learnable scale and 1 shape is D
shift parameters:

v, B: RP

N
1
2 Per-batch var
— -:I: T . ]
N Zl( ) shape is D
1=

Activations become fixed after ,
Normalized X,

training. Can calculate training ,
2
set-wide statistics for \/o; +¢&  ShapeisNxD
inference-time normalization.
Output,

At training time, do moving Shape is N x D

average to save compute.



Batch Normalization: Test-Time

Input: x: N x D
Learnable scale and
shift parameters:

v, B: RP

During testing batchnorm
becomes a linear operator!
Can be fused with the previous
fully-connected or conv layer

Yij =

__ (Moving) average of
—  values seen during training

(Moving) average of

Per-batch mean,
shape is D

Per-batch var,

values seen during training shape is D

 Tqg — My

«,/Jf-—i—e

ViZi5 + B

Normalized x,
Shape isNx D

Output,
Shape isNx D



You can think of gamma and beta as the layer parameters



Use batch statistics 3u ring training Keep running dataset statistics




e=o 0.1

Use running statistics during testing

Apply learned scale and shift parameters



Batch Normalization [loffe and Szegedy, 2015]

Q: Should you put batchnorm before or after ReLU?

A: Topic of debate. Original paper says BN->RelLU. Now most
commonly ReLU->BN. If BN-> ReLU and zero mean, RelLU kills half
of the activations, but in practice makes insignificant differences.

Q: Should you normalize the input (e.g., images) with batchnorm?
A: No, you already have the fixed & correct dataset statistics, no
need to do batchnorm.

Q: How many parameters does a batchnorm layer have?
A: Input dimension * 4: beta, gamma, moving average mu, moving
average sigma. Only beta and gamma are trainable parameters.
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Batch Normalization [loffe and Szegedy, 2015]

Makes deep networks much easier to train!
- If you are interested in the theory, read
https://arxiv.org/abs/1805.11604

- TL;DR: makes optimization landscape smoother

- Allows higher learning rates, faster convergence

- More useful in deeper networks

- Networks become more robust to initialization

- More robust to range of input

- Zero overhead at test-time: can be fused with conv!

- Behaves differently during training and testing: this is a very
common source of bugs!

- Needs large batch size to calculate accurate stats
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Batch Normalization for ConvNets

Batch Normalization for

Batch Normalization for convolutional networks

fully-connected networks (Spatial Batchnorm, BatchNorm2D)
x: N x D X: NxCxHxW
Normalize l Normalize l l l
H,0: 1 x D H,0: 1xCx1xl
¥,B: 1 x D ¥,B: 1xCx1lxl
y = y(x-p)/o+p y = Y(x-p)/0o+p

Keep the spatial equivariance property of conv: all
locations should be normalized in similar ways



Layer Normalization

Batch Normalization for
fully-connected networks

X: N x D
Normalize l

H,0: 1 x D

¥,B: 1 xD

y = y(x-H)/o+p

Ba, Kiros, and Hinton, “Layer Normalization”, arXiv 2016

Layer Normalization for fully-
connected networks
Same behavior at train and test!

X: N x D
Normalize l
H,0: N x 1
¥,B: 1 xD

y = y(x-p)/o+p

More flexible (can use N = 1!), works well
with sequence models (RNN, Transformers)



Adaptive Layer Normalization

Regular LN:

B z — p(z)
LN(z) =7y ©® NCDET +p

Adaptive LayerNorm (AdaLN): normalize the activations in the usual way, then let the
conditioning signal decide how each feature channel should be scaled and shifted.

) o B (@) .
AdaLN(z,c) = v(c) ® N O + B(c)

, Where cis typically an instance-specific feature (e.g., time embedding, class label)

[7(¢), B(c)] = MLP(c).



Instance Normalization

Batch Normalization for Instance Normalization for
convolutional networks convolutional networks
Same behavior at train / test!
X: NxCxHxXW X: NxCxHxXW
Normalize l l l Normalize l l
H,0: 1xCx1x1l H,0: NxCx1xl
¥,B: 1xCx1lx1l ¥,B: 1xCx1lx1l

y = y(x-H)/o+p y = y(x-p)/o+p

Ulyanov et al, Improved Texture Networks: Maximizing Quality and Diversity in Feed-forward Stylization and Texture Synthesis, CVPR 2017



Comparison of Normalization Layers

Batch Norm Layer Norm Instance Norm

NN

ENENEIVANER

\EEYRASYEY

JCEAERTERGAR

NXCxHxW-> NXCxHxW-> NXCxHxW->
1TxCx1x1 Nx1x1x1 NxCx1x1

Wu and He, “Group Normalization”, ECCV 2018



Group Normalization

Batch Norm Layer Norm Instance Norm Group Norm

1 = 3 |
=N | | 2 aPp=
ks = = e » 1|
il = = S lizlEA
= [ = 1 = [=
= L1 | — = -

C N = C N
NXCxHxW-> NXCxHxW-> NXCxHxW-> NXCxHxW->
1TxCx1x1 Nx1x1x1 NxCx1x1 NxC/Gx1x1

Wu and He, “Group Normalization”, ECCV 2018



Weight Initialization



- Q: what happens when W=same initial value is used?

output layer
input layer

hidden layer

80



- Q: what happens when W=same initial value is used?
- A: All output will be the same! w!x = wlx if w, = w,

output layer
input layer

hidden layer

81



Q: what if w; = 0 and w, = 1000007
A: Output will have extremely different values!
Vanishing / exploding gradient

output layer
input layer

hidden layer

82



Weight initialization: goal is to maintain both diversity
and variance of layer output throughout the network, at
least at the beginning of the training

output layer
input layer

hidden layer

83



- Firstidea: Small random numbers
(gaussian with zero mean and 1e-2 standard deviation)

W= 0.01 * np.random.randn(Din, Dout)



- Firstidea: Small random numbers
(gaussian with zero mean and 1e-2 standard deviation)

W= 0.01 * np.random.randn(Din, Dout)

Works ~okay for small networks, but problems with
deeper networks.
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Weight Initialization: Activation statistics

dims = [4096] * 7 Forward pass for a 6-layer

hs = [] net with hidden size 4096

X = np.random.randn(16, dims[0])

for Din, Dout in zip(dims[:-1], dims[l:]):
W 0.01 * np.random.randn(Din, Dout)
X np.tanh(x.dot (W))
hs.append(x)

What will happen to the activations for the last layer?
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Weight Initialization: Activation statistics

dims = [4096] * 7 Forward pass for a 6-layer All activations tend to zero
hs = [] net with hidden size 4096 for deeper network Iayers

X = np.random.randn(16, dims[0])

for Din, Dout in zip(dims[:-1], dims[1l:]):
W= 0.01 * np.random.randn(Din, Dout)
X = np.tanh(x.dot(W))

hs.append(x)
Layer 1 Layer 2 Layer 3 Layer 4 Layer 5 Layer 6
mean=-0.00 mean=0.00 mean=0.00 mean=-0.00 mean=-0.00 mean=0.00
std=0.49 std=0.29 std=0.18 std=0.11 std=0.07 std=0.05

Visualize distribution of activations
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Weight Initialization: Activation statistics

dims = [4096] * 7 Forward pass for a 6-layer All activations tend to zero

hs = [] net with hidden size 4096 for deeper network layers
X = np.random.randn(16, dims[0])

for Din, Dout in zip(dims[:-1], dims[1l:]): Q: What do the gradients
W= 0.01 * np.random.randn(Din, Dout)

ike?
X = np.tanh(x.dot(W)) dl_‘/dV\glOOk Ilkgﬁ
hs.append(x) Hint: =T =
dw dy
Layer 1 Layer 2 Layer 3 Layer 4 Layer 5 Layer 6
mean=-0.00 mean=0.00 mean=0.00 mean=-0.00 mean=-0.00 mean=0.00
std=0.49 std=0.29 std=0.18 std=0.11 std=0.07 std=0.05

Visualize distribution of activations
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Weight Initialization: Activation statistics

dims = [4096] * 7 Forward pass for a 6-layer All activations tend to zero
hs = [] net with hidden size 4096 for deeper network Iayers

X = np.random.randn(16, dims[0])

for Din, Dout in zip(dims[:-1], dims[1l:]): Q: What do the gradients
W= 0.01 * np.random.randn(Din, Dout) .
X = np.tanh(x.dot (W)) dL/dW look like?

hs.append(x) A: Very small, slow learning

Layer 1 Layer 2 Layer 3 Layer 4 Layer 5 Layer 6
mean=-0.00 mean=0.00 mean=0.00 mean=-0.00 mean=-0.00 mean=0.00
std=0.49 std=0.29 std=0.18 std=0.11 std=0.07 std=0.05

Visualize distribution of activations
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Weight Initialization: Activation statistics

dims = [4096] * 7 Increase std of initial

hs = [] weights from 0.01 to 0.05

X = np.random.randn(16, dims[0])

for Din, Dout in zip(dims[:-1], dims[1l:]):
W 0.05 =* np.réndom.randﬁ{nin, Dout)
X np.tanh(x.dot (W))

hs.append(x)

Initialize with higher values
What will happen to the activations for the last layer?
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Weight Initialization: Activation statistics

dims = [4096] * 7 Increase std of initial All activations saturate
hs = [] weights from 0.01 to 0.05 _
x = np.random.randn(16, dims[0]) Q: What do the gradients

for Din, Dout in zip(dims[:-1], dims[l:]): |ook like?
W = 0.05 * np.random.randn(Din, Dout)
X = np.tanh(x.dot(W))

hs.append(x)
Layer 1 Layer 2 Layer 3 Layer 4 Layer 5 Layer 6
mean=0.00 mean=-0.00 mean=0.00 mean=-0.00 mean=0.00 mean=-0.00
std=0.87 std=0.85 std=0.85 std=0.85 std=0.85 std=0.85

-1 0 1 -1 0 1 -1 0 1 -1 0 1 -1 0 1 -1 0 1

Visualize distribution of activations
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Weight Initialization: Activation statistics

dims = [4096] #

All activations saturate

hS = [] : :ae'::/ative
X = np.random.n Q: What do the gradients
for Din, Dout i ) look like?
W= 0.05 *
X = np.tanh A: For tanh, large value ->
hs .append (3 small gradient
Layer 1 Layer 2 Layer 3 Layer 4 Layer 5 Layer 6
mean=0.00 mean=-0.00 mean=0.00 mean=-0.00 mean=0.00 mean=-0.00
std=0.87 std=0.85 std=0.85 std=0.85 std=0.85 std=0.85

-1 0 1 -1 0 1 -1 0 1 -1 0 1 -1 0 1 -1 0 1

Visualize distribution of activations
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Weight Initialization: Activation statistics

dims = [4096] * 7 Increase std of initial All activations saturate
hs = [] weights from 0.01 to 0.05 _
X = np.random.randn(16, dims[0]) Q: What do the gradlents

for Din, Dout in zip(dims[:-1], dims[l:]): |ook like?
W 0.05 * np.random.randn(Din, Dout)
X = np.tanh(x.dot(W)) More generally, gradient

e EECHC(E) explosion (high w-> high
output -> high gradient).

Visualize distribution of activations
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Weight Initialization: “Xavier” Initialization

dims = [4096] * 7 “Xavier” initialization:

hs = [] std = 1/sqrt(Din)

X = np.random.randn(16, dims[0])

for Din, Dout din zip(dims[:-11, dims{l:1):
np.randum.randn{nin, Dout) / np.sqrt{nin}
np.tanh(x.dot(W))

s.append(x)

W
X
h

Goal: try to keep similar variances/std across layers
Assume each input contribute similarly to output
more number of weights needs -> small weight multiplier

Glorot and Bengio, “Understanding the difficulty of training deep feedforward neural networks”, AISTAT 2010

9%



Weight Initialization: “Xavier” Initialization

dims = [4096] * 7 “Xavier” initialization: “Just right™: Activations are
hs = [] std = 1/sqrt(Din) i |
e o nicely scaled for all layers!
for Dj ] ' i HIS

W= np.random.randn{nin, Dout) / np.sqrt{nin)
X = np.tanh(x.dot(W))

hs.append(x)

Layer 1 Layer 2 Layer 3 Layer 4 Layer 5 Layer 6
mean=-0.00 mean=-0.00 mean=0.00 mean=0.00 mean=0.00 mean=-0.00

std=0.63 std=0.49 std=0.41 std=0.36 std=0.32 std=0.30

=1 ] 1 =1 0 1 =1 0 1 o | 0 1 =1 0 1

Glorot and Bengio, “Understanding the difficulty of training deep feedforward neural networks”, AISTAT 2010

=1 0 1

Visualize distribution of activations
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Weight Initialization: “Xavier” Initialization

dims = [4096] * 7 “Xavier” initialization: “Just right™: Activations are
hs = [] std = 1/sqrt(Din) i |
e o nicely scaled for all layers!
for Dj ] ' i HIS

W = np.random.randn(Din, Dout) / np.sqrt(Din)l For conv |ayer3 Din is
= .tanh(x.dot (W i i i ’
X = np.tanh(x.dot(W)) filter _size? * input_channels

hs.append(x)
Layer 1 Layer 2 Layer 3 Layer 4 Layer 5 Layer 6
mean=-0.00 mean=-0.00 mean=0.00 mean=0.00 mean=0.00 mean=-0.00
std=0.63 std=0.49 std=0.41 std=0.36 std=0.32 std=0.30

=1 ] 1 =1 0 1 =1 0 1 o | 0 1 =1 0 1

Glorot and Bengio, “Understanding the difficulty of training deep feedforward neural networks”, AISTAT 2010

=1 0 1

Visualize distribution of activations
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Weight Initialization: “Xavier” Initialization

dims = [4096] * 7 “Xavier” initialization: “Just right”: Activations are
hs = [] std = 1/sqrt(Din) : |
o ST EERER(G, e nicely scaled for all layers!
for Din, Dout in zip(dims[:-11, dims[l:]1):

W= np.randum.randn{nin, Dout) / np.sqrt{[}in} For conv |ayer3 Din is

X = np.tanh(x.dot(W)) . N S ’

e s s filter_size< * input_channels

Let: y = X1W1+X2W2+"'+XDinWDin

Glorot and Bengio, “Understanding the difficulty of training deep feedforward neural networks”, AISTAT 2010
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Weight Initialization: “Xavier” Initialization

dims = [4096] * 7 “Xavier” initialization: “Just right”: Activations are
hs = [] std = 1/sqrt(Din : |
o ST EERER(G, e qri(Din) nicely scaled for all layers!

for Din, Dout Jdn zip(dims(:-1], dims{1:1):

W= np.randum.randn{nin, Dout) / np.sqrt{nin} For conv |ayer3 Din is
X = np.tanh(x.dot(W)) ’
h

. TP
s.append (x) filter_size4 * input_channels

Let: y = XyW{+X,Wo+...+XpiWpin

Assume: Var(x;) = Var(x,)=...=Var(xp;,)

Glorot and Bengio, “Understanding the difficulty of training deep feedforward neural networks”, AISTAT 2010
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Weight Initialization: “Xavier” Initialization

dims = [4096] * 7 “Xavier” initialization: “Just right”: Activations are
hs = [] std = 1/sqrt(Din : |
o SR ERER(G, e qrt(Din) nicely scaled for all layers!

for Din, Dout Jdn zip(dims(:-1], dims{1:1):

W= np.randum.randn{nin, Dout) / np.sqrt{nin} For conv |ayer3 Din is
X = np.tanh(x.dot(W)) ’
h

. TP
s.append (x) filter_size4 * input_channels

Let: y = XyW{+X,Wo+...+XpiWpin
Assume: Var(x;) = Var(x,)=...=Var(xp;,)

We want: Var(y) = Var(x))

Glorot and Bengio, “Understanding the difficulty of training deep feedforward neural networks”, AISTAT 2010
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Weight Initialization: “Xavier” Initialization

dims = [4096] * 7 “Xavier” initialization: “Just right”: Activations are
hs = [] std = 1/sqrt(Din : |
o ST EERER(G, e qrt(Din) nicely scaled for all layers!

for Din, Dout Jdn zip(dims(:-1], dims{1:1):

W = np. random.randn(Din, Dout) / np. sqrt{DJ.n} FOF conv |ayer3 D|n is
X = np.tanh(x.dot(W)) ’
h

. TP
s.append (x) filter_size< * input_channels

Let: v = X,W{+X,Wo+... 4 X5, Wi, Var(y) = Var(x;w;+X;W,+...+XpinWpin)

substituting value of
Assume: Var(x;) = Var(x,)=...=Var(xp;,) | & V]

We want: Var(y) = Var(x))

Glorot and Bengio, “Understanding the difficulty of training deep feedforward neural networks”, AISTAT 2010
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Weight Initialization: “Xavier” Initialization

dims = [4096] * 7 “Xavier” initialization: “Just right”: Activations are
hs = [] std = 1/sqrt(Din : |
o ST EERER(G, e qri(Din) nicely scaled for all layers!

for Din, Dout Jdn zip(dims(:-1], dims{1:1):

W= np.randum.randn{nin, Dout) / np.sqrt{[}in} For conv |ayer3 Din is
X = np.tanh(x.dot(W)) ’
h

. TP
s.append (x) filter_size4 * input_channels

Let: y = X;W;HXoWo+...+XpinWpin Var(y) = Var(x;w;+X;W,+...+XpinWpin)
= X Var(x;w;) = Din Var(xw;)

Assume: Var(x;) = Var(x,)=...=Var(xp;,) [Assume all x;, w; are iid] o7, - oy o2

We want: Var(y) = Var(x))

Glorot and Bengio, “Understanding the difficulty of training deep feedforward neural networks”, AISTAT 2010
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Weight Initialization: “Xavier” Initialization

dims = [4096] * 7 “Xavier” initialization: “Just right”: Activations are
hs = [] std = 1/sqrt(Din : |
o SR ERER(G, e qrt(Din) nicely scaled for all layers!

for Din, Dout ipn zip(dims(:-1], dims[l:1):
W= np.randum.randn{nin, Dout) / np.sqrt{nin}
X = np.tanh(x.dot(W))
h

For conv layers, Din is

" . 2 * .
PR filter_size< * input_channels
Let: y = X;W;HXoWo+...+XpinWpin Var(y) = Var(x;w;+X;W,+...+XpinWpin)
A Ly v v = Din Var(x;w;)
ssume: Var(x,) = Var(x,)=...=Var(Xpi,) - Din Var(x,) Var(w)
We want: Var(y) = Var(x,) [Assume all x;, w; are zero mean]
Var(XY) = E(X2Y?) — (E(XY))? = Var(X)Var(Y) + VarXEaH=
+ Vary ECO:

Glorot and Bengio, “Understanding the difficulty of training deep feedforward neural networks”, AISTAT 2010
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Weight Initialization: “Xavier” Initialization

dims = [4096] * 7 “Xavier” initialization: “Just right”: Activations are
hs = [] std = 1/sqrt(Din : |
o ST EERER(G, e qri(Din) nicely scaled for all layers!

for Din, Dout ipn zip(dims(:-1], dims[l:1):
W= np.randum.randn{nin, Dout) / np.sqrt{nin}
X = np.tanh(x.dot(W))
h

For conv layers, Din is

5. append () filter _size? * input_channels
Let: y = X;W;HXoWo+...+XpinWpin Var(y) = Var(x;w;+X;W,+...+XpinWpin)
_ B o = Din Var(x;w;)
Assume: Var(x;) = Var(x,)=...=Var(xp;,) - Din Var(x) Var(w)
We want: Var(y) = Var(x;) [Assume all x;, w; are iid]

So, Var(y) = Var(x;) only when Var(w;) = 1/Din

Glorot and Bengio, “Understanding the difficulty of training deep feedforward neural networks”, AISTAT 2010
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Weight Initialization: What about ReLU?

dims = [4096] * 7
hs = []

X = np.random.randn(16, dims[0])

for Din, Dout in zip(dims[:-1], dims[l:]):

W = np.random.randn(Din, Dout) / np.sqgrt(Din)
X np.maximum(0, x.dot(W))
hs.append(x)

Change from tanh to ReLU

il
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Weight Initialization: What about ReLU?

ﬁim: T]mgﬁ] * 7 Change from tanh to ReLU Xavier assumes zero
X = np.random.randn(16, dims[0]) centered activation function

for Din, Dout in zip(dims[:-1], dims[1l:]):

W = np.random.randn(Din, Dout) / np.sqgrt(Din)
X = np.maximum(0, x.dot(W))
hs.append(x)
Layer 1 Layer 2 Layer 3 Layer 4 Layer 5 Layer 6
mean=0.39 mean=0.28 mean=0.20 mean=0.14 mean=0.10 mean=0.07
std=0.58 std=0.41 std=0.30 std=0.21 std=0.15 std=0.10

Visualize distribution of activations
105



Proper initialization is still an active area of research...

Understanding the difficulty of training deep feedforward neural networks
by Glorot and Bengio, 2010

Exact solutions to the nonlinear dynamics of learning in deep linear neural networks by Saxe et al, 2013
Random walk initialization for training very deep feedforward networks by Sussillo and Abbott, 2014

Delving deep into rectifiers: Surpassing human-level performance on ImageNet classification by He et
al., 2015

Data-dependent Initializations of Convolutional Neural Networks by Krahenbuhl et al., 2015
All you need is a good init, Mishkin and Matas, 2015
Fixup Initialization: Residual Learning Without Normalization, Zhang et al, 2019

The Lottery Ticket Hypothesis: Finding Sparse, Trainable Neural Networks, Frankle and Carbin, 2019



Summary

Training Deep Neural Networks

Details of the non-linear activation functions

e Sigmoid, Tanh, ReLU, LeakyRELU, ELU, SELU
Data normalization

e Zero-centering, image normalization
Batch normalization

* BN, Instance Norm, Layer Norm, Group Norm
Weight Initialization

* Constant init, random init, Xavier Init, Kaiming Init
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